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Abstract: This paper proposes a join query processing algorithm ColLocationHashMapJoin (CHMJ). First the
study designs a multi-copy consistency hash algorithm. The algorithm distributes the data of tables over the cluster
according to the hash values of the join property, which improves the data locality while ensure data availability.
Second, based on the multi-copy consistency hash algorithm, the study proposes a parallel join query processing
algorithm called HashMapJoin. HashMapJoin improves the efficiency of join query significantly. CHMJ has been
used in Tencent’s data warehouse system, and plays an important role in Tencent’s daily analysis tasks. The results
show that CHMJ improves the efficiency of join query processing by five times comparing to Hive.

Key words:  big data; Hadoop; join query processing; HashMapJoin

# B R T —HMir7EE5 ML A% ColocationHashMaploin(CHMI). & %% 3 7 % &l A —E b B
AR EA K R0 RARYE R4 Bt 0 A AL B o AT A RS T 1248 B0 AL IR b SR AR 69 ) B
PRAE T B 4B 65T Bk R AT % 8K —B0HA A $3E 97 42 8 T HashMaploin FF47i4 4% & 14 4 28 Hok A 20b
RET LW ECE CHM Sk BN E) 6 8RE A 5o F AT T A 2 R A, CHMI £33 &0 69 4
A&k Hive 240425 T 41 5 12,

FEEA: K 4dE;Hadoop; % 4 & 4 4 #2;HashMapJoin

HEESES: TP311 SCERFRIRED: A

« FERIH: ERK [ ARFE 34 (60903047)
W R N 1] 2011-05-12; 5 i [A): 2011-09-01

© MEEEERRAEIFTIT hup:/ www, jos. org. on



A

S
A

%% F Hadoop # & #4579 4 32 F ik CHMI 2033

It A5 LB 0 1 D A PRt A i v B 0 A7 5 A B R W AT N BT W 0™ 0 Bk e A % B O FE R il
TR RS AN IR BRI v A 5 T 14 PR, DG A VS R A T T SR AR, LA AR A J AR H I 4 A K
RS GFSML IHATamFEHESE MapReducel iy A3 (B AR sk BB A7 0% 5 2 W A BRI B R 2 T
GFS 1 MapReduce F ¥ i1 BAR, T 41 X Apache ) Hadoop il H 5231 T 43 46 2 304 % 4 Hadoop DFS 4T
g FEHELE Hadoop MapReduce. H Hi,Hadoop |32 35 A A2 ik 52 « i 45 5 106 194 2 ) 1) 98 1 B0 A7 5 0 1
. i T MapReduce g FEAE IR Ak T 5K JZ WK BT 6 AN TR B8 o0 BT AT 55, T RN B2 75 a5 ANA i MapReduce
T 7 BEAT A0 B3RP A L3 15 T T 7 3B J2 2 4 77 &% Hive™ 7 Pig125: 45 A $72 i >k, % MapReduce %
FREHEZEHEAT T 35288, 2 b2 B 4RI T 2 A H 26 SQL A #: H.

TESE o T R A b SE 2 (join) s EZE & W R 1E 2 — Hive TEACBEIES A WM KM T H 3 A0 HE
(SortMergeReduceJoin, LA T {## Reduce Join).iZ 5% B HUAT 43 4 Map F1 Reduce B4~ Fir Be:Map [ BOM AT 1% 42
[ AN R A T 1t RIEAT 43 BeHE ¥ Reduce B BORE - Map B B A BB o BEHE P 45 SR AT A R 7 12 i e A
485 WS ST AE B 1) (1) Map B B A= 1 K o 1) 45 SR B0 5 2 ik ) 4% 44 4 31 Reduce 3, W48 T K
R 58, PR T AT 42505 (2) Reduce 3 75 ZE3EAT 25 U0 HHE P45 B8 49 95K, AT B T A £

Bl b b3 ) 8, AR ST T — B T B A R A B 3 B A v A 3 47 CoLocationHashMapJoin( LA T 1
P CHMJ).CHMJ 5532 1) B AR JEARUIR: (W 28 0 A8 4 1) T A S0 2 AR 0 T3 422 g P P B A LR PP b AT 0 45 20 A
70 AbFIE B2 A ) I, CHMI S132: U T 4E Map B BEIUAT HashJoin S92 B AT 75 £113% B2 45 1, L0047 Reduce i B,
N B AT 77 25 160 Ak B0 £ o 1) 4 . AR ST M 109 B9 1 s T2 ) 250305 € %2 (tencent distributed data warehouse, ffj 7
TOW)H HEAT T R, 45 32 B ,CHMJ SLVETE AL B o3 X J8 1 b (3% 42 A5 s 047 I [R11X 24 Hive 1) Reduce Join
BRI 20% A0 A7 AR SCHR H 1A SRR R R 3 T 43 20 (groupby) 75 11 [ A 21

ARSCH LA AR ARS8 2 A5 A2 CHMI S35 1) 32 22 AR JF X v o B EAT 20 . 26 3 14 H skt
S50 W1 5 4 AT A SO T R4

1 #HXIE

TE i 5 A i 55 A B T BT O R RHAIE B T R DR 2 ) ) 4 By, B AR A J Al . AR A Y 3
IBM FOGIUR A5 20 5] #8AE B AU AN T K I RHIT g & 48 T 2 R BT 1 i B 400 A B R IR S8R9 T4 &
TR TR R A W BT AR P DI 3 AN T

AEA 2 P B H ) PT SR A 5 e SO U ) RS, R R R AL G A8 BA 7 140 A S R 48 GFS.
Hadoop [f] HDFS. KFSP®01 iy 1 igh /0 ] () SM245 -4 2 4 ) g B30 00 1) JFAT VE SR 4%, o4 2 0 ek 17
AL AP IR 7R BT IR S AR M S B AT RS IR M 45 46 1 2, H 3RV IS 4T 45 01, 0 B 2Rl
AT &5 T I 15t e 11 J2 T [ i 00 Ak B P AT T H B R 45 45 3k 2 | ) MapReduce,Hadoop MapReduce Fl
Y Dryad™ 145 £2 112 1 T e 2 0 SR AL FE AP, A8 H 2K shell L&z Web GUI 25 S ifi 1 7 ] LL i) &R e 42
LK SQL B A (B A A HTE ) L D EX SQL BT EE T B T R A WO, B G i A 1
A B2 AR, T R S AT H R, 2 R 8 1 2 WF ST T AE L 4% Hive,Pig,Scopel™, DryadLINQM™,
Sawzalll*®14

Hive J& 4 M )2 1 — AR AE TAE, 3225 7R 1% 2 W) (19 i 12 2005 20 17 4 #2 . Hive LA Hadoop DFS 1E 4
#5514, L Hadoop MapReduce 15 24 5.5 %, %t _E 2 Y FH 24425 SQL iy 32 10 . Hive 4b FE B & Wi, 32 5
%1 Reduce Join 5.3k,

W 1 Jif7,Reduce Join S3EKIAT 20 4 3 MW BL:Map BBt Shuffle/Sort By BO I Reduce [ Bt £ Map Fr
B AR Map AE45 4 B — AN E i B, Map 4T 55 % Hi TR I 45 5 LL(key, value) xR T X5 N A 1 44 5% 42 g8 1 1) 4B
YERBEAE, JFAE value HHHT NZRIWAREE LS B ECHE 19 2K U8, Map 25 % th 19 1 I 45 2580 32 B kAT 20 XA
Shuffle/Sort [ Bt,Map 1T 25 111 i 25 JL46 3 BB A% 4 £ AH MY 1) Reduce 1T:4%.Reduce 145 R AERA £ Map
FE 55 3 14 23 DX 8 AT 21K Sort/Merge #:4E #4 7 R B8 34T & 91 5 HE 7, 1850 Reduce REOIEAT IE 42, K 55

© HEBEERAET hipd/ www, jos. org. cn



2034 Journal of Software #4434 Vol.23, No.8, August 2012

AP G A 45 R
Page_View Key | Value Key | Value
- - - pv_users
Pageid ||' Userid | Time 111 | (1,1) 111 | (1.1)
1 111 9:08:01 i
Pageid | Age
> 11 | 90813 u | @2 u | a2 - ——
222 :08:
L 9:08:14 | 22 [ an 11 | (2,25 —
Map
Users Reduce
Userid | Age Gender Key Value Key | Value —
111 | (2,25 222 | (1,1) Pageid | Age
111 25 Female !
- 222 (2,32) 1 32
222 | 32 Male 222 | (2,32)

Fig.1 Process of SortMergeReduceJoin
1 SortMergeReduceloin i fE

7t Reduce Join [WHATIERE T, A LETA Map BrBL e i, Reduce BBt A g 04T . Reduce 4145 75 ZEh7 AL
Map 5ty 1) H T 45 JEECHR, 7 ok T R 58 10 099 48 T84 0 3k, AR A 1R I Reduce 1145 75 B0 31 1) £33 2 AT
Sort/Merge #5475 2 K& 1 V150, S AT AR BAR.

2 CHMJ E#EZEEfIIBE X

% Reduce Join PUAT ZZE BAR I ) f, 32t 7 — b 2 T 5000 A A6 S (0 B AT v AR PR R CHMIL 208
A P 43 Bl 43 A S 4 B 7Y i) A B4 9% HashMapJoin.

HE 3 A1 3 2R (0 S B R EAT WA A 2 T (BN R A3 BUAH N A5 3 X 2 T B A3 A SR K 1B R EAE G
BB B AT AR RS b A A 8 T IR — AN G A 43 X (1 s DL A CELAT A RIS A5 43 X 7 508 T AN R 1
B B % 5 P A TR R — AN 5 AL

i TSR JH W 75 BOA NG B e AENLIE_E3EAT T 230 A1 HashMapJoin 532 LU FE $0AT Map 4145, LA 2y X A8 g kb B
PN BEAT R AT WAL B O B e g S N T B T Reduce BT SR G BRI TR TR, K IR RE ST T 3%
BT A EE AR
2.1 BB MREE

TEFEAT A5 U 40 B B5HE 1) 40 A1 SR — AN G B In) B, 1 5 e A v A B PAAT 80 H R, TR SR AR BN A
Ai g J5 TH O K = BB AR 3 T 2 A Sk IR AT i 4 A6 7 9%, 1 - Round-Robin,Hash,Range-
Partition™™” CMDI®I LI J 5T~ 2 A1 — 25 Hash (5508 A7 Jm) V4 B 20 A 7 1.

CHMJ R I8 75 5 A B 34T 43 A1, %0 38 16 A J M b AT 16 A5, 18 408 65 35 (L4 25030 Ja 40 B8040 1 s 5 43 IX
Z P E R T W A A o X AT LUK E B I A o Map s B AT I B T LI S s G A 2 X B
AT LA 3 2 A v IR s B 3E — 25 O AR o B3 0 R O R LI A 4 X U S T 4R IR SR SR S 7R
PR R b, — o K AR 2 A SO B — A SORE S 2 B0 Hdey A, 36 26 B30 B ) 25 49 A1 6 A [ (09715 05
A AR 3 A SR T (1 R 3 A O 1 B B v A7 TR TR — AN BT A b I B8R A SR R
FIATAits 1) S 58, 0 H AT Aite SCAE T 5, TR — TG AL AS [7] 51 35470 7% B8 8 ol 58 2 A7 J3CAE AR TR 70 i, il AE— 25 R P 41 47
it AL

CHMJ LA A1 XM R 48 Hadoop DFS 1 4 Ji§ )2 474k, 1fii Hadoop DFS s 3¢ 5 i A I8 40 1 B 40 A 7 7. 3k
I14E Hadoop DFS LAt 138 iy T 065 75 Bl 40 A5 s 1t Hadoop DFS % FH 8 22 Bl AS I A4 WL AT TR I T
2 ) A% — S5O A A S5, AF SCHR RO AN M AR VH B R B R E T2 BSOS ) Hadoop DFS HIZR4EN ik AR Z Il A

© PEBEBSAITT  hip:/ www. jos. org. cn



A

S
A

%% F Hadoop # & #4579 4 32 F ik CHMI 2035

Bk A SRS T SOk WA SR, SO i A SR PO SRR S R O AR e D 4 e A A ) R 3
PRI A5 SR U 18 A KR T %5 & 2 A RS IR IR, 22 B A — SRS A SAB IE S8 78 1 S HX,
FESCFE 2 A B A T80T 2, AT IE 31 22 A Bl A 1A 26 Bl [3) R 8 2 SR AR M RCR . 2 Bl AR — Bk s A5 SOk [ g
3 RF Dynamo r R H I REALLTT A 0 AR Y, A S AT LSS S Ok 2 A R A R E 2 A SO A S
ity ZER A A A W A PGB WP 2 k.

s 6 (1

AL YT
TG R I A A
WA
A F
THB
T C
YA B
— Ji£1%)
WD 1 C
JicEi’s
45 D

Fig.2 Example of hash ring
2 Hash J7R 4

AR SCHEH 1 2 IR — B e A S
(1) RS R S sk ER Y RS A K L B — A Hash #F E.
(2) VR ECE 1w A (B OO TS A 4 XT3 A A 3 DX Tl 2 50 %) W A B 0] T AR 1 45 43 X I 91 A i
A B A e A A SCAE S A A 2 SEAEAE A SO R G Th I B AR 22 2 BRUARAE S5 EAT WG A5 5 49 211
(EDRIERERENTSH = [Uewz 7 N ol
(3)  Fe L I et 5t Tt 5 8] B 28 L 530 1 1 b T 22 A ORI D I 4 458 3ok BRI 1) 1T A LB R
% T AT T A5, S B 70 AR AT I B
(4)  FFEREHT A T A BAZE T ST R R I SRR T M B AR T — AN ELAS, Bk i T gk
FROR AN T S IR A, Y S AR, O Y S AR A TN — AN AL
20 Fl| A — SO0 A5 B2 R DURE ST SN IR Sl SR AT R 5 R BT R 0 K Y, IR I 3 G T AR
TR — G A 43 DX AR B TR — A 3R 10 S T3] 71 S A 4 O S 30 AS TR] 1 74 o AH DG HOHE v DA S B B0 22 Ik R R 4R,
AT T2 0 I (1 2
2.2 HashMapJoiniEiE &4 B 8%
HashMapJoin /& —AN7E Map 3 $01T R AT 4 A 1 A B AR 00 2 JUAEUR: 50 P R A I e A
T W2 5 7 51 2 AN R YIAT T 05 A 23 DX EL S A 43 DX B [, A 40 BT 12 25 nT DL HashMapJoin
SR AT AL B AT R A B S S X S B ACH SQL B AYBEAT M N RO IAVE M L IR T, IR AL G
MapReduce 1T:45 A4k J5 1) Map 4T: 4545 LA Hash 43 DX A b o552 50407, Hash 43 X1 80 e 200 A8 oAl AN Map i
3% B2 25 ) F 55 . HashMapJoin F3: 0 Map BB J6 Reduce By BE, 2 i A 2 (1 45 5% B B2l i Map s

© PEBEBSAITT  hip:/ www. jos. org. cn



2036 Journal of Software #kf+373R Vol.23, No.8, August 2012

Wl 3 iR, s R a FIEE R b (1 ) — A8 45 43 X Hash-XXXX 4 i [l —A> Map v 54T 55 AT IE T H 5L
PITAT 3K L0 A5 73 DX IR VT 55 45 SRV URE DR At 1B A (1 3 12 A 4 2R 48 AN 55 2 1) e 20048 HL A 080 22 Bl A —
SR Ay 5 A8 IR A5 3 DA B0 A7 T80 R AN BT el R4 4 A s 5 AT S e U

—IrIXP1L — 5K P2

Hash-xxxx

|

|

|

i II et s
| AE

L

Hash-xxxx Hash-xxxx

| |
| |
| |
i II Kol s I - CER Rl i
| - |

Sl 1

Fig.3 HashMapJoin query of two tables
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Table 1 Dataset used in the experiments

Data information

ata table F plication Dat: jize (GB) Data occupiec iize (GB) Record number (Billion)
userprofile 3 15.4 46.2 0.6
qqgfriend 3 520 1560 12.7
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Table 2 SQL statements used in the Experiment 1
F 2 ER 1K SQLiEA)

Types of join SQL statements
insert overwrite table tmp select a.STATIS_MONTH, b.qql, a.AGE, a.GENDER, b.qq2
from userprofile a join ggfriend b on a.QQ_NUM=b.qql
insert overwrite table tmp select /*+hashmapjoin(a)*/ a.STATIS_MONTH, b.qql, a.AGE, a.GENDER, b.qq2
from userprofile a join qqfriend b on a.QQ_NUM=b.qql
insert overwrite table tmp select /*+hashmapjoin(a)*/ a.STATIS_MONTH, b.qql, a.AGE, a. GENDER, b.qq2
from userprofile a join qqfriend b on a.QQ_NUM=b.qql
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Fig.6 Comparison of execution time of Reduce Join, HashMapJoin and CHMJ
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Table 3 SQL statements used in the Experiment 2

F 3 % 2 1) SQL B
Types of join SQL statements
insert overwrite table tmp select a.STATIS_MONTH, b.qql, a.AGE, a.GENDER, b.qq2
from userprofile a join gqfriend b on a.QQ_NUM=b.qql where a.QQ_Num<200000000
insert overwrite table tmp select /*+hashmapjoin(a)*/ a.STATIS_MONTH, b.qql, a.AGE, a.GENDER, b.qq2
from userprofile a join gqfriend b on a.QQ_NUM=b.qql where a.QQ_Num<200000000
CHMJ insert overwrite table tmp sel_ec_t /*+ha}shmapjoin(a)*/ a.STATIS_MONTH, b.qql, a.AGE, a.GENDER, b.qq2
from userprofile a join ggfriend b on a.0Q_NUM=b.qql where a.QQ_Num<200000000
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Fig.7 Comparison of execution time of Reduce Join, HashMapJoin and CHMJ
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Table 4 SQL statements used in the Experiment 3
F4 9 3 SQL iEA)

Types of join SQL statements
insert overwrite table tmp select a.STATIS_MONTH, b.qql, a.AGE, a.GENDER, b.qq2
from userprofile a join ggfriend b on a.QQ_NUM=b.qql where a.QQ_Num=126357
HashMapJoin insert overwrite table tmp select /*+hashmapjoin(a)*/ a.STATIS_MONTH, b.qql, a.AGE, a.GENDER, h.qq2
from userprofile a join gqgfriend b on 8.QQ_NUM=b.qq1 where a.0Q_Num=126357
CHMJ insert overwrite table tmp select /*+hashmapjoin(a)*/ a.STATIS_MONTH, b.qql, a.AGE, a.GENDER, b.qq2
from userprofile a join gqgfriend b on a.QQ _NUM=b.qq1l where .QQ Num=126357
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